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I. INTRODUCTION

This paper reviews another long-term selection experiment, one that is
both shorter and longer than the 100 years of selection for oil and pro-
tein content in maize that is the main focus of this volume. In 1988, 12
populations of the bacterium Escherichia coli were founded from the
same strain, and these have been propagated in a simple, defined labo-
ratory environment ever since. Each day, the populations are diluted in
fresh medium, undergo about 6.6 generations of binary fission before
they exhaust the limiting resource, and then must wait until their
“springtime” appears again the next day.

This review summarizes some interesting changes and dynamics,
both phenotypic and genomic, that occurred in these populations
through generation 20,000. For an annual plant 20,000 generations
would of course require some 20,000 years; for humans 20,000 genera-
tions would span 400,000 years, assuming an average generation of 20
years. This ability to observe evolution in action over many generations
is an obvious benefit of studying bacteria. In fact, the experiment
recently passed 30,000 generations, but the bacteria evolve faster than
we can study them, and generation 20,000 represents the last milestone
at which we systematically studied the populations. Rather than taking
the same measurements at intervals, we have repeatedly pushed our
analyses in new directions. Thus, some changes were analyzed through
2,000 generations, others through 10,000 generations, and still other
changes through 20,000 generations. Another wonderful feature of bac-
teria for evolutionary research is that we can store entire populations
frozen, and resurrect them whenever we wish, such that we can gather
more data about earlier generations if we later find other aspects of the
evolving bacteria that we want to measure and study.
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A. Motivating Questions

This long-term evolution experiment with E. coli has several goals. First,
the experiment aims to measure the dynamics of evolutionary change.
Is evolution strictly gradual, or are there episodes of more rapid 
change even in a constant environment? Does the initial rate of change
continue indefinitely, or is some limit eventually reached? And how
might the dynamic patterns depend on which particular phenotypic or
genetic traits are measured?

Second, this experiment seeks to examine the repeatability of evolu-
tion by having 12 replicate populations, all of them founded from the
same ancestor and maintained in the same environment. Which phe-
notypic and genomic aspects of evolutionary change are repeatable in
this system, and which are haphazard? How can we understand the
causes of parallelism and divergence of replicate lines? The issue of the
predictability of evolutionary change—or lack thereof—has long been of
interest. The question was well captured by the late paleontologist
Steven Jay Gould (1989) in a thought experiment: “I call this experiment
‘replaying life’s tape.’ You press the rewind button and, making sure you
thoroughly erase everything that actually happened, go back to any
time and place in the past—say to the seas of the Burgess Shale. Then
let the tape run again and see if the repetition looks at all like the orig-
inal . . .” Gould went on to say, however, that “The bad news is that we
can’t possibly perform the experiment.” Of course, we could never run
an experiment on the vast temporal and spatial scales imagined by
Gould. But on much smaller scales, our experiment with E. coli allows
us to address the same question. We do so by allowing 12 scenarios to
play out simultaneously, rather than sequentially as the notion of replay
implies, but the issue of repeatability is fundamentally the same.

Third, the long-term evolution experiment offers the opportunity to
integrate data on phenotypic and genetic changes. Are the dynamics of
phenotypic and genomic change concordant? If there are discrepancies,
why do they occur? If certain phenotypic traits evolve in parallel across
the replicate populations, does this imply parallelism at the level of
mutations, genes, or pathways? Have the bacteria become ecological
specialists as they adapted to the monotonous selective regime? If so,
what are the roles of pleiotropic tradeoffs versus accumulation of neu-
tral mutations in causing specialization? How much phenotypic and
genomic evolution can occur in 20,000 generations, and how well do the
observed rates accord with rates inferred from comparative data? It may
seem that linking genomic and phenotypic changes should be quite
easy in a model system like E. coli, with its relatively small (and now
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totally sequenced) genome, unicellular structure, and decades of service
as a model system for molecular genetics. But linking phenotypic and
genomic changes remains a real challenge for several reasons: (1) we are
looking for a relatively few mutations in a genome that is several mil-
lion base-pairs long; (2) most phenotypic effects of interest in this exper-
iment are subtle quantitative changes, as opposed to the knock-outs
causing losses of function usually studied by geneticists; (3) the absence
of genetic markers and Mendelian recombination in the base population
(which was clonal) force us to perform precise genetic manipulations to
establish the effects of particular mutations on phenotypes of interest;
and (4) the functions of many genes remain unknown and, even for
genes that have been well studied, the extent of interactions with other
genes is poorly known. Despite these difficulties, we have made sub-
stantial progress in linking genomic and phenotypic changes in the
long-term E. coli lines. Some of this work has been published in the pri-
mary literature, but much more is still in progress. To avoid precluding
later publication of this on-going work, the present review will present
only those findings that have been published while describing on-going
analyses in general terms.

An important aspect that impinges on all these questions is that our
experimental system differs profoundly from the more familiar plant and
animal models used in most other selection experiments. Bacteria are
haploid, and they reproduce asexually. Many bacteria in nature have
parasexual processes that allow varying degrees of recombination, but
the E. coli strain used in this experiment lacks the potential to engage
in these processes. Hence, these populations are strictly asexual. [In a
separate experiment, we examined some of the consequences of allow-
ing one of these parasexual processes to occur in association with intro-
ducing genes from another strain of E. coli (Souza et al. 1997).] Moreover,
each replicate line in the long-term experiment was founded from a sin-
gle clone (in fact, one cell) and hence there was no standing variation at
the start of the experiment. New mutations thus provide the sole source
of genetic variation available to selection. Therefore, any parallelism that
we observe necessarily involves both the independent origin and fate of
variants, as opposed to mere sorting of preexisting variants that are
identical by descent. This dependence on new variation is one reason I
prefer to call this an evolution experiment rather than a selection exper-
iment. Also, selection in this long-term E. coli experiment is natural
selection, as opposed to artificial selection as practiced by plant and ani-
mal breeders. By that I mean the environment selects; we only provide
the environment (in this case, a simple and artificial one), but we do not
choose particular individual cells to reproduce on the basis of their
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phenotypes. Finally, I would mention that bacteria are of tremendous
importance, not only as pathogens but as fundamental players in every
natural and managed ecosystem. Yet, until recently bacteria have been
largely ignored by evolutionary biologists, who perhaps regarded them
as tools of molecular biology and lacking in the obviously colorful phe-
notypes of many plants and animals. The importance of bacteria in
nature, along with their very different genetic systems, combine to make
them an interesting area for evolutionary research.

B. Overview of the Experimental System

This section describes some important features of the experimental sys-
tem. I have tried to limit the microbiological jargon and tedious details,
which can be found in the various primary papers cited in this review.
Instead, I want to give the reader a feel for how the experiment is per-
formed and how the resulting evolutionary changes are discerned. Let
me begin by summarizing several features that make bacteria in general,
and E. coli in particular, powerful for studying evolution by an experi-
mental approach. (I have chosen to pursue an experimental approach to
evolution for two reasons: I enjoy experiments, and I feel that evolu-
tionary biologists tend to underutilize the experimental approach. Of
course, I realize that evolutionary biology is, first and foremost, an his-
torical science and must rest primarily on comparative and paleonto-
logical data.)

1. Experimental Advantages of E. coli. First, E. coli are very easy to grow
and count. Second, they grow in simple environments that are easy to
control and manipulate, for example by varying culture temperature or
resource supply. Third, E. coli have rapid generations, allowing exper-
iments to last hundreds or thousands of generations; and they can have
large populations, providing a substantial input of mutational varia-
tion. The resulting supply of mutations is quantified in Section I.B.4
below.

Fourth, one can preserve cells in an ultra-low freezer, and later res-
urrect them as needed. Thus, one can compare ancestral and derived
forms directly, at any time, without relying on the possibility that pro-
tocols or conditions have subtly changed over the years. Not only can
one store the original ancestor, but one can store samples from inter-
mediate times in the experiment. These samples contain not mere clones
but, in effect, the entire population (less the fraction used to propagate
the population). Therefore, if one discovers that something interesting
has changed in some later generation, then one can go into the “frozen
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fossil record” to discover when the difference emerged, what allele fre-
quencies were at various times, and so on. And when an accident dis-
rupts the experiment (say, a malfunctioning incubator or contamination),
one can simply restart the populations from the most recent samples.
(When I switched from studying insects to bacteria, I was obviously
attracted to the rapidity of bacterial generations. But I realize now that
the ability to store and revive organisms and populations is just as
important for this type of research.)

Fifth, the E. coli strain used in this experiment is strictly clonal. As
mentioned earlier, many bacteria undergo parasexual processes, but the
strain used in this study lacks the requisite mechanisms to do so. As a
consequence of this clonality, one can place a genetic marker in a par-
ticular background and have it remain there. By placing different states
of an immobile marker in the replicate populations, we protect against
the possibility that inadvertent cross-contamination could go unde-
tected and thus not be corrected by re-starting lines. Also, the immobile
marker allows us to mix two populations, which brings us to the next
advantage. Sixth, one can directly measure the mean fitness of derived
bacteria relative to their ancestor. Fitness assays are head-to-head com-
petition experiments, typically between a derived population and its
ancestor, except the ancestor carries a neutral genetic marker that allows
it to be readily distinguished on an appropriate medium. Section I.B.3
provides more detailed information on how we define and measure rel-
ative fitness.

Seventh, E. coli has long served as a model organism in genetics,
genomics, molecular biology, biochemistry, and cell physiology. Hence,
there is a wealth of information about this organism that can potentially
help us interpret our own findings (Neidhardt et al. 1996; Blattner et al.
1997).

2. Experimental Design and Conditions. The experiment includes 12
replicate populations, all founded from the same ancestor, except for a
single genetic marker described below. To start the experiment, the bac-
teria were plated as single colonies, each derived from a single cell, and
then a separate colony was used to inoculate each population. Thus,
each population was founded from a single cell, and hence each popu-
lation has depended entirely on new mutations for its subsequent evo-
lution (Lenski et al. 1991).

Six of the populations are unable to catabolize the sugar arabinose.
The other six have a point mutation in the ara operon that allows them
to grow on arabinose. The Ara marker is selectively neutral under the
conditions of our experiment (as shown by many control fitness assays),
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but it serves two purposes. First, as described in Section I.B.3, it allows
us to distinguish two genotypes or populations when they are deliber-
ately mixed to measure their relative fitness. Second, in the course of
propagating our lines, we always alternate between Ara– and Ara+ lines.
Therefore, any inadvertent cross-contamination event would introduce
the wrong marker state, which can then be detected and corrected by re-
starting the affected populations from frozen samples. This protection
has allowed us to be confident that even parallel changes are in fact evo-
lutionarily independent (although it has become less critical as our
genetic analyses have now identified other molecular markers that
evolved during the course of the experiment and uniquely identify each
population).

The bacteria live in a liquid, buffered, minimal-salts medium sup-
plemented with glucose as the sole source of carbon and energy (Lenski
et al. 1991). Glucose is limiting to bacterial density, and it is supplied
at a concentration of 25 µg/ml which, although much lower than that
used in most microbiological experiments, allows the bacteria to reach
a density of about 5 × 107 cells per ml when the glucose is depleted. Each
culture is 10 ml, so that the final population size is about 5 × 108 cells.
The cultures are held in small Erlenmeyer flasks and incubated at 37°C.

Every day, each population is serially transferred by diluting 0.1 ml
into 9.9 ml of fresh medium. This basic rhythm has continued, day in
and day out, for over a decade now (with a few interruptions as
described below). The 100-fold dilution and re-growth allow log2 100 =
6.64 generations of binary fission per day. In fact, the bacteria grow and
deplete the available glucose in the first eight hours or so, and then
spend the remainder of the day in stationary phase. (In principle, we
could transfer the bacteria more often, or dilute them more than 100-fold
each day, and thereby increase the number of generations. However,
daily transfers are logistically simpler, and imposing a larger dilution
would reduce the effective population size.) To the extent that there is
cell death after the glucose is depleted, the number of generations might
be even more than 6.64 per day; in fact, however, the founding strain
experiences no appreciable mortality over the course of a day of starva-
tion (Vasi et al. 1994). Fifteen days, therefore, allow about 100 genera-
tions, and some 2,400 generations occur in a year.

Samples of all the evolving populations have been stored at intervals,
initially every 100 generations and later at 500-generation intervals.
Samples are stored at –80°C, with glycerol added as a cryoprotectant. We
have always been readily able to revivify bacteria, even after more than
a decade in storage. There is no evidence from either performance mea-
sures or genomic analyses that the bacteria have mutated during their
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storage. An important feature of our storage regimen is that we freeze
entire populations, and not just individual clones (although we some-
times store clones as well). That is, after a population has been serially
transferred, most of the population is left behind; we then add glycerol
to that almost complete population (less the 1% that was transferred)
and store it away. Thus, we can recover the entire population, not just
individual clones, for later analysis or to restart the population if needed.

Over the course of many years, accidents and disruptions of various
sorts can and do happen. For example, the experiment was halted for
some months when I moved to Michigan State University from the Uni-
versity of California, Irvine, where it began. The experiment has also
been restarted from the frozen samples on several occasions when con-
tamination occurred (including cross-contamination of one line by
another). Despite disruptions, the bacteria have undergone more than
30,000 generations since the experiment began on 15 February 1988. We
are limited more by the time and effort required to analyze the bacteria
in meaningful and new ways than by the number of bacterial generations
elapsed.

Prior to making any measurements, all clones or populations that will
be studied are stored in the freezer, removed simultaneously, and then
acclimated to the culture conditions under which the assays will be per-
formed. In effect, all measurements are therefore performed in a “com-
mon garden” following several generations of acclimation that eliminate
any non-heritable effects of prior growth conditions. In this way, we can
be confident that significant differences we observe between clones or
populations, whether in fitness or some other property, reflect under-
lying genetic differences (even before we have identified the responsi-
ble mutations).

I am often asked about the ancestral strain and what environment it
had evolved in prior to the start of the long-term experiment. The so-
called B strain used in the long-term evolution experiment had already
been used in laboratories for several decades, during which time it was
grown in many different media and stored for periods, either under
starvation conditions at room temperature (the old-fashioned method)
or in a freezer where cells are metabolically inactive (the modern
approach). Some adaptive evolution undoubtedly occurred in the labo-
ratory prior to the start of the long-term experiment, although the oppor-
tunity for adaptation to these conditions was certainly small compared
with the millions of years that its E. coli ancestors spent in, and moving
between, the digestive tracts of their vertebrate hosts. More importantly
for our purpose here, the environment in the long-term experiment is
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clearly novel from the perspective of the bacteria, not in the sense that
any one aspect (e.g., presence of glucose) has been encountered for the
first time, but rather in the combination of all the factors, including their
uniformity from day to day.

3. Defining and Measuring Fitness. We measure relative fitness by com-
peting two clones or populations against one another. These competi-
tions are performed as separate experimental assays, and do not impinge
on the continuing propagation of the long-term lines themselves. By
counting the number of the two competing types at the beginning and
the end of a competition experiment, we can calculate the net growth
rate that the bacteria of each type achieved while they competed with
the other type for the common pool of resources (Lenski et al. 1991). In
our standard serial transfer regime, differences in net growth rate could
reflect, in principle, not only differences in exponential growth but also
differences in the duration of the lag prior to the commencement of
growth, the effect of diminishing resources on growth, and survival after
the resources have been depleted. Relative fitness is then simply defined
as the ratio of the two competitors’ net growth rates.

Using hypothetical numbers for simplicity, consider the following
example. An evolved population and genetically marked ancestor (see
below) are mixed at a 1:1 ratio, with the initial density of each 2 × 105

cells per ml. Over the course of a day, they collectively grow 100-fold
because the assay is performed using the same glucose-limited medium
and dilution factor as in the long-term evolution experiment. However,
the ratio of the two competitors changes during the competition, such
that at the end of 24 h the ratio is 3:1, with final densities of the evolved
and ancestral types being 3 × 107 and 1 × 107 cells per ml, respectively.
The realized net growth rate of the evolved competitor is calculated as
loge [(3 × 107)/(2 × 105)] ≅ 5.01 per day, while the corresponding rate for
the ancestor is loge [(1 × 107)/(2 × 105)] ≅ 3.91 per day. Thus, the fitness
of the evolved population relative to the ancestor is 5.01/3.91 ≅ 1.28,
which is a dimensionless quantity because the units cancel. Notice that
this quantity is smaller than the 3-fold change in the relative abundance
of the two competitors from start to finish, because the competition
assay compounds the difference in growth rates over several generations.

In this review, I will often discuss the mean fitness of an evolved pop-
ulation relative to the ancestor, usually as measured under the same
environmental conditions as used in the long-term evolution experiment
(unless otherwise stated). However, one can also compete an evolved
population against the ancestor under some other conditions than those
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used in the evolution experiment, and thereby examine how adaptation
to one environment produced correlated changes in fitness measured in
a different environment.

A key operational issue is how we distinguish our two competitors.
For example, when we mix and compete an evolved population against
the ancestor, how can we tell them apart in order to calculate their net
growth rates and hence fitness? The Ara genetic marker that was men-
tioned earlier provides the key. Ara– and Ara+ cells produce red and
white colonies, respectively, on an appropriate agar medium. Thus, we
can tell any two competitors apart provided that one is Ara– and the
other Ara+. For example, when measuring the fitness of an evolved pop-
ulation relative to the ancestor, we always compete the evolved popu-
lation against the ancestral clone that carries the opposite marker. The
six Ara– populations compete against the Ara+ ancestor, and the six
Ara+ populations compete against the Ara– ancestor. The Ara marker has
been shown repeatedly to be selectively neutral in our standard glucose-
limited environment, and whenever we run experiments in other envi-
ronments suitable controls are included. Finally, although we distinguish
the two competitors on an agar-based medium, that medium is used only
to distinguish and count the bacteria; the actual competition occurs 
in the liquid environment. (In principle, two competitors might differ in
their plating efficiency, that is the fraction of cells in liquid that produce
colonies on the agar medium. In fact, however, any such difference has
no effect on calculated growth rates, and hence relative fitness, provided
only that each competitor’s plating efficiency is the same in the initial
and final samples. To ensure that this condition is fulfilled, we estimate
both initial and final densities at the same fixed point in the population
cycle, when all cells are in stationary phase.)

4. Number of Mutations per Population. Just how many mutations have
occurred in any one of the evolving populations over the course of
20,000 generations? To answer this question, it is critical to distinguish
between the number of mutational events, the vast majority of which are
lost from the population, and the number of mutations substituted in the
population by the combined effects of natural selection and random
drift.

Taking each definition in turn, the number of mutational events across
the entire genome is equal to the product of the population size, num-
ber of generations, base-pair mutation rate, and genome size. The size
of each population fluctuates daily between about 5 × 106 and 5 × 108

owing to the dilution and subsequent re-growth. The effective popula-
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tion size, expressed in terms of the process of origin and substitution of
beneficial mutations, is approximately equal to the minimum (bottle-
neck) population size times the number of generations between mini-
mum and maximum sizes: 5 × 106 × log2 100 ≈ 3 × 107 (Lenski et al. 1991).
The mutation rate for E. coli, assuming normal DNA repair and editing
(which are functional in the ancestral strain), has been estimated to be
about 5 × 10–10 per base-pair (Drake et al. 1998), although evidence from
our own experiment suggests a somewhat lower ancestral rate of about
1 × 10–10 per base-pair (Lenski et al. 2003). The genome length for E. coli
is about 5 × 106 base-pairs (Blattner et al. 1997). Thus, the total number
of mutations per population during 20,000 generations is expected to be
approximately 1.5 × 109 using the higher mutation rate, and about 3 ×
108 using the lower rate. That is, several hundreds of millions of point
mutations have appeared in each population, even after adjusting for the
transfer bottleneck. In addition to these point mutations, other types of
spontaneous mutation can also occur, including insertions, deletions,
and inversions; many of these larger events involve insertion sequences,
or IS elements, that are present in most bacteria.

That is certainly a lot of mutations. In fact, with a genome length of 5
× 106 base-pairs and three alternative base-pairs per position, only 1.5 ×
107 point mutations are even possible. Thus, each population has had
most point mutations represented many times over. Of course, this cal-
culation does not imply that every possible sequence has ever existed—
far, far from it—because each mutation occurs against a relatively few
genetic backgrounds. The backgrounds change as the population
evolves, but as we shall see below, that vast majority of the genome does
not change in the majority of cells.

At first glance, this mutational redundancy might suggest that each
population should have “tried” and substituted any mutation that is ben-
eficial generally across all backgrounds. But while the populations
should repeatedly try all beneficial mutations, that does not ensure their
substitution. As Haldane (1927) showed, most beneficial mutations are
lost by random drift before they become common enough for selection
to drive them to fixation; the probability of substitution of a beneficial
mutation is only about 2s, where s is its selective advantage. Thus, a
mutation that confers a 10% advantage will be lost by drift about 80%
of the time, whereas one with only a 0.5% advantage will disappear 99%
of the time. Twenty-fold mutational redundancy should overcome drift
loss in the former case, but not in the latter. The situation is made even
more complicated, and the fixation probabilities further reduced, by
the fact that the populations studied here are asexual, which leads to a
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phenomenon called clonal interference (Muller 1932; Gerrish and Lenski
1998). In essence, clonal interference occurs because beneficial muta-
tions may arise in two or more different clones but, in the absence 
of recombination, only one of them can ultimately go to fixation. In 
general, mutations with only weak beneficial effects, even those lucky
enough to escape drift loss, require a very long time to become fixed or
even numerically dominant, and thus a clone bearing a weakly benefi-
cial mutation will usually be out-competed by some more beneficial
mutation that appears on another background. Thus, the 2s probability
of fixation calculated by Haldane is, in fact, an upper limit.

Given that a billion or so mutations appear in each population during
20,000 generations, how many are likely to have been substituted? It is
difficult to give a precise answer, but we can consider two special cases
in order to give us a rough sense of the number of fixations that could
reasonably occur by selection and random drift in this amount of time.
Let us consider selection first. We will assume that the maximum selec-
tive benefit of any mutation is 10%, which accords well with experi-
mental findings that will be given later. Given that a mutation first
appears in a single individual, and considering the case where it is
lucky enough to survive drift loss or clonal interference, it will take
about 250 generations for the mutant genotype to achieve a frequency
of 50% in the population, at which point it is more likely to get the next
beneficial mutation that comes along instead of competing with it
(Lenski et al. 1991). Assuming that beneficial mutations are neither so
rare as to require a very long waiting period given the population size,
nor so common that beneficial mutations often occur in minority sub-
populations, then we can imagine “stringing together” 20,000/250 = 80
beneficial substitutions, each of 10% effect, in a 20,000-generation
period. In fact, however, the real number of beneficial substitutions is
almost certainly much less than this number, as evidenced by waiting
periods between substitutions and a pronounced deceleration in the
rate of adaptation over the course of the experiment. I would hazard the
estimate that between 10 and 20 beneficial mutations have been substi-
tuted in each population.

Turning to drift, the steady-state rate of substitution of neutral muta-
tions is equal simply to their genome-wide rate of occurrence (Kimura
1983). Using the genome size and even the higher base-pair mutation rate
given earlier, and assuming that most mutations are neutral, one expects
a neutral substitution rate of only about 0.0025 per generation. Over
20,000 generations, that rate would allow about 50 neutral substitutions
per evolving population. The number would be somewhat lower if a sub-
stantial fraction of mutations are deleterious, but that does not appear

236 R. LENSKI

4112 P-08  10/30/03  9:09 AM  Page 236



to be the case (Kibota and Lynch 1996). The situation is complicated (but
less so than it first seems) by the fact that a drift substitution requires
on the order of N generations, where N is population size. Given that the
bacterial population size is in the millions, and the experiment has run
for only thousands of generations, there has not been enough time for a
drift substitution starting from a homogenous initial state. But on-going
selection of beneficial mutations actually simplifies things, because
each selective substitution traces back to an individual cell in an asex-
ual population, and hence the drift-effective size of these populations
is much smaller than their nominal size. (This drift-effective population
size is a different quantity from the effective population size that mat-
ters for the origin and fate of beneficial mutations themselves.) These
selective substitutions participate in driving out neutral mutations that
occur in other clones, but the occasional neutral mutation will hitchhike
to fixation with the beneficial mutation that appears in the same genome.
By lowering the drift-effective population size, this selective process dra-
matically shortens the time required for a particular neutral mutation to
be substituted. However, this same selection does not affect the overall
rate of neutral substitutions, which is independent of population size
(Kimura 1983).

Combining beneficial and neutral substitutions, it seems probable
that fewer than 100 mutations could have been substituted in each pop-
ulation, out of the billion or so that occurred. Thus, the bacterial
genomes will have changed very little in the broad scheme of things,
which is reassuring given that a decade is a mere “drop in the bucket”
in terms of molecular evolution. It is also why the hunt for mutations is
difficult in the context of evolving populations that started with no
standing variation. Finally, let me mention in advance that several, but
not all, of the populations evolved genetic defects in their DNA repair
pathways that caused a large increase in their mutation rate. Therefore,
the number of mutations, especially neutral ones, substituted in those
populations should be greater than suggested by the calculations above.
We will return to this interesting complication in Section II.C.

II. PHENOTYPIC AND GENOMIC EVOLUTION

In principle, it might be nice to separate sections on phenotypic and
genomic evolution, but such separation is not feasible or appropriate for
two reasons. First, the distinction is imprecise because certain mutations
are discovered by virtue of having observed particular phenotypic
changes. Second, one of the main goals of the genomic analyses is to
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examine the coupling between phenotypic and genomic changes, in
terms of both overall dynamics and the effects of particular mutations
on phenotypic changes. Nonetheless, the overall trend of this main sec-
tion will be from the phenotypic to genomic levels.

A. Relative Fitness

In a number of experiments over the years, we have measured the tem-
poral trajectory for fitness of the evolving populations relative to their
common ancestor. Several important features of the data are as follows.
First, as shown in Fig. 8.1, the average fitness gain for the 12 populations
after 20,000 generations is about 70% (Cooper and Lenski 2000). That
is, during competition between an evolved population and its ancestor,
the evolved bacteria undergo approximately 1.7 cell doublings for every
cell doubling by the ancestor.

Second, the rate of improvement in fitness has tended to decelerate
over time. Lenski et al. (1991) found that the rate of improvement was
lower between generations 1,000 and 2,000 than it was between 0 and
1,000 generations in all 12 populations. The average gain in the earlier
period was about twice that in the later period. Lenski and Travisano
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Fig. 8.1. Trajectory of mean fitness, averaged over 12 evolving populations of E. coli,
through 20,000 generations. Fitness is expressed relative to the ancestor, and it measures
the ratio of growth rates realized during direct competition in the selective environment.
Error bars are 95% confidence intervals. Source: Cooper and Lenski 2000. Reprinted with
permission of Nature.
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(1994) extended this finding of decelerating adaptation to 10,000 gen-
erations. Most recently, Cooper and Lenski (2000) reported fitness tra-
jectories through 20,000 generations, and calculated that the average rate
of improvement relative to the ancestor between 15,000 and 20,000 gen-
erations was only about one-tenth the average rate during the first 5,000
generations. Nonetheless, there was significant improvement even dur-
ing this last interval, indicating that adaptation had slowed down but not
stopped.

Third, the fitness trajectory for individual populations is not a smooth
curve, but instead follows a step-function (Lenski et al. 1991; Lenski and
Travisano 1994), as illustrated in Fig. 8.2. The step-like increases are pro-
duced when beneficial mutations sweep through an evolving popula-
tion, and the observed dynamics accord well with mathematical models
of the process of genetic adaptation in asexual populations (Lenski et al.
1991; Gerrish and Lenski 1998; see also Orr 1998). [The step-like tra-
jectory also shows that punctuated evolution can occur very simply,
although it has been debated whether these data are relevant to the
punctuated-equilibrium model based on the fossil record (Gould and
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Fig. 8.2. Trajectory of mean fitness in one evolving population through 2,000 generations.
The step-like function provides a better fit than simpler models. Each step presumably rep-
resents the spread of a beneficial mutation of large effect. The overall trajectory appears
step-like owing to the underlying dynamics of mutation and selection in asexual popula-
tions, and given the 100-generation sampling interval. Error bars are 95% confidence
intervals. Source: Lenski and Travisano 1994. Copyright 1994 National Academy of Sci-
ences, U.S.A.
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Eldredge 1977; Elena et al. 1996; Coyne and Charlesworth 1996; Gould
2002).] The steps are observed only in the trajectories for individual
populations, because beneficial mutations occur stochastically and repli-
cate populations are not synchronized. Also, resolving individual steps
requires intensive replication of the fitness measurements at a relatively
fine temporal scale, and the larger steps that occur early in the evolu-
tion experiment are therefore easiest to discern. The early steps produce
fitness gains of roughly 10% relative to the ancestor. Given the popula-
tion size in the experiment, a mutation that appears in an early genera-
tion and confers a 10% advantage (and escapes loss by genetic drift) will
still be a small minority after 200 generations, but by 300 generations it
will comprise the vast majority. Thus, if fitness assays are made every
100 generations, the trajectory will appear to jump between 200 and 300
generations. Longer periods for ascendancy are required if there is a sub-
stantial waiting time for a beneficial mutation to appear, and for muta-
tions that confer smaller benefits. Also, owing to the asexuality of the
evolving populations, each beneficial mutation that is substituted effec-
tively purges the standing genetic variation in the population, as noted
before in the context of neutral mutations. This purging includes other
beneficial mutations that appeared in other backgrounds, but which
have smaller beneficial effects than the one that ultimately prevails, a
phenomenon called clonal interference (Muller 1932; Gerrish and Lenski
1998).

Fourth, the fitness trajectories for the 12 replicate populations are
very similar in their overall form and the extent of improvement, but
they are not identical. Lenski et al. (1991) showed that, during the first
2,000 generations, the among-population variance component for fitness
was significant and corresponded to a standard deviation of about 3%,
or approximately one-tenth the change in mean fitness over that period.
Lenski and Travisano (1994) also found fitness variation of several per-
cent among the replicate populations through 10,000 generations.
Although Cooper and Lenski (2000) did not specifically address this
issue, an analysis of their data indicates that significant among-
population variation in mean fitness persisted throughout 20,000 gen-
erations. Thus, there exists subtle variation in performance among the
12 replicate populations, despite their similar trajectories.

Fifth, in addition to the variation in mean fitness among the replicate
populations, there also exists significant variation among clones sam-
pled from the same population. Lenski et al. (1991) quantified the
within-population variance for fitness in the first 2,000 generations.
They found that the observed variance was not significantly different
from the variance that must be produced by the on-going substitution of
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beneficial mutations, a quantity that they calculated using Fisher’s fun-
damental theorem. Elena and Lenski (1997) performed a similar analy-
sis at 10,000 generations. They found that the within-population
variation in fitness had not changed much since 2,000 generations. How-
ever, because the rate of adaptation had decelerated so much over that
time, the on-going substitution of beneficial mutations no longer pro-
vided a sufficient explanation for the observed level of variation. They
considered two alternative explanations, according to which the within-
population variation in fitness was maintained by the balance between
deleterious mutations and selection, or by frequency-dependent selec-
tion. The former also was insufficient to account for the observed vari-
ation. However, they observed a tendency for clones to have advantages
when rare relative to other clones in their population, which could
account for this variation. In five of the six populations examined, the
average advantage-when-rare tended to be very small, about 1–2%. How-
ever, in one population the average clonal advantage-when-rare was
near 7%. Rozen and Lenski (2000) studied this population in detail and
found that it contained two distinct ecotypes that stably coexisted. One
of the two ecotypes was superior at exploiting the glucose that was pro-
vided in the medium, but it also secreted a metabolite that the other eco-
type could better use. Thus, frequency-dependent selection enters into
the dynamics even in this very simple system. However, it should also
be emphasized that the magnitude of these frequency-dependent effects
are usually quite small compared with the large improvements relative
to the ancestor.

Sixth, and finally, one can ask whether the pronounced deceleration
in the rate of fitness improvement is an artifact of performing competi-
tions between the evolved lines and their ancestor. For example, in a
study of evolving yeast populations, Paquin and Adams (1982) uncov-
ered non-transitive competitive interactions. In their study, the fitness
of evolved yeast clones measured relative to the original ancestor some-
times declined, whereas a clone’s fitness measured relative to its own
immediate predecessor always increased. Various indirect lines of evi-
dence argue against the importance of this phenomenon in the long-term
experiment with E. coli, including the relatively weak and negative 
frequency-dependent effects described above, as well as the observation
that absolute fitness components, including exponential growth rate
and the duration of the lag prior to growth, consistently improved dur-
ing the evolution experiment (Vasi et al. 1994). We also performed some
300 competitions between samples from various generations of the same
population, to test the possible contribution of non-transitive effects to
the fitness trajectory (De Visser and Lenski 2002). In short, these data
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accord very well with transitive interactions. Therefore, the decelerat-
ing trajectory of mean fitness measured relative to the common ances-
tor indicates a real and pronounced decline over time in the rate of
adaptation, as opposed to an inability to detect further adaptation based
on competitions with an increasingly distant ancestor.

B. Cell Size and Yield

One of those most conspicuous changes in the evolving E. coli popula-
tions is the average size of individual cells. Without knowing the direc-
tion of change in advance, one would probably guess that individual
cells have become smaller. The evolved cells are growing and dividing
much faster; and smaller cells have a higher surface-to-volume ratio, all
else equal, which would be favorable for nutrient transport into the
cells. In fact, however, the average cell size substantially increased over
time in all 12 populations (Lenski and Travisano 1994; Vasi et al. 1994;
Elena et al. 1996; Lenski and Mongold 2000). After 10,000 generations
the grand mean cell volume was about twice that of the ancestor, as
shown in Fig. 8.3.
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Fig. 8.3. Evolved changes after 10,000 generations in average cell volume (V), cell num-
ber at stationary phase (N), and biovolume yield (V × N). Each value is the mean over 12
populations of the ln-transformed ratio of evolved to ancestral values. Error bars are 95%
confidence intervals. Source: Lenski and Mongold 2000. Used by permission of, and copy-
right 2000 by, Oxford University Press.
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The trajectories for cell size and relative fitness are quite similar in
their general form, in both cases changing much faster early in the exper-
iment than late. Moreover, the step-like gains in fitness are temporally
associated with corresponding changes in average cell size, implying
that the mutations responsible for adaptation often caused a correlated
increase in cell size (Elena et al. 1996). However, the evolved popula-
tions are more variable in their average cell volume than in their fitness
(Lenski and Travisano 1994). Also, a few populations produce cells that
are more spherical than the ancestor, although in most populations the
overall rod-shape is similar to the ancestor (Lenski and Mongold 2000).

What can account for these unexpected changes in cell size and shape?
We do not fully understand the relationship between the changes in cell
morphology and fitness, although we can exclude several plausible
explanations and thereby gain some understanding that may guide
future work. Our initial cell-volume measurements were made on 
stationary-phase populations, when the bacteria have exhausted the
glucose and ceased growth. Therefore, one plausible hypothesis for 
the larger cell size in the evolved populations is that the cell cycle has
been altered such that cells stop completing their divisions as glucose
becomes limiting and thereby produce more “doublets” at this stage.
This hypothesis is rejected by the observation that the evolved cells are
also larger in exponential-phase growth (Vasi et al. 1994) and, moreover,
the evolved populations do not contain any more doublets at stationary
phase (Lenski and Mongold 2000). A second plausible hypothesis is that
the cells, while larger in volume, may not actually contain more biomass
but instead might be larger sacks of water. Such an effect could result
from some change in osmoregulation, for example. However, this
hypothesis was rejected by measurements of the three main macromol-
ecular constituents—protein, RNA, and DNA, which comprise >75% of
the cell dry weight—that showed their concentrations are similar in the
ancestral and evolved cells (Lenski et al. 1998).

It has been known for many years that any given strain of E. coli (ignor-
ing evolution for the moment) produces larger cells when it is growing
fast than when it is growing slow. This effect may seem counterintuitive
but nonetheless it occurs, apparently because faster-growing cells are
stuffed with more ribosomes and more copies of their replicating genome.
(E. coli is genetically haploid, with a single circular chromosome, but an
individual cell has several copies of its chromosome when it is growing
under favorable conditions.) Hence, a third plausible hypothesis for the
larger cell size of the evolved populations is that this change is simply
an extension of the phenotypic correlation between growth rate and cell
size into a genetic context. In other words, the long-term experiment
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selected faster-growing cells, faster-growing cells tend to be larger, and
thus their larger size is another manifestation of this phenotypic corre-
lation. At first, it was not obvious to us how we could test this hypo-
thesis, which requires disentangling the phenotypic and genetic
correlations. However, it was possible to test it using a chemostat, which
is a continuous-culture device that allows one to vary growth rate by
changing flow rate through an open system. In particular, we could
force evolved and ancestral clones to grow at the same rate in separate
chemostats, and ask whether they achieved the same cell size, as this
hypothesis would predict. We performed this experiment across a range
of different growth rates and saw the expected positive phenotypic cor-
relation between growth rate and cell size in both ancestral and evolved
clones (Mongold and Lenski 1996). Nonetheless, the evolved cells were
larger even when they grew at the same rate as the ancestor. This phe-
notypic correlation is thus consistent with, and contributes to, the
increased size of the evolved cells. However, it is not sufficient to
account for even half of the observed evolutionary change in cell size,
based on the allometric relationship between growth rate and cell size
measured for the ancestral genotype.

A fourth hypothesis is that we somehow selected inadvertently for
larger cells. However, there is nothing in our procedures that would
directly select cells on the basis of their size; for example, there is no fil-
tration that could differentially retain larger cells, nor did we ever
inspect cells visually as a basis for propagation.

A fifth possibility is that larger cells can acquire more resources.
Although a larger cell has greater exposed surface than a small one of
the same shape, the larger cell also has a reduced ratio of surface area to
volume, which is allometrically unfavorable for resource acquisition in
a constant environment. That is, a smaller cell that produces two daugh-
ter cells of the same small size should be able to acquire the necessary
resources faster than a larger cell that produces two daughter cells of the
same large size, all else being equal. However, the culture conditions in
the long-term evolution experiment included a daily cycle of feast and
famine as populations were diluted into fresh medium and then
exhausted the glucose. It is possible that, in such fluctuating condi-
tions, larger cells may have an advantage by virtue of their greater total
surface area, which could allow them to acquire and sequester more glu-
cose than they can immediately use, and then convert that surplus into
progeny as the resources became depleted. Or perhaps larger cells, by
virtue of having greater metabolic reserves, can respond more quickly
to the sudden availability of resources and thereby commence growth
more quickly (Lenski and Mongold 2000).
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A sixth hypothesis is that the optimal cell size of E. coli in its natural
environment is smaller than the optimum under the experimental
regime, and hence the populations evolved larger cells. Unfortunately,
the forces that shape cell size in either case are unknown, although a
speculative scenario may serve to illustrate this hypothesis. In nature,
E. coli is subject to attack by lytic viruses and other consumers, and one
could imagine that size-selective predation favors cells that are smaller
than would otherwise be optimal. But in our experimental regime, these
consumers are absent, which would release the bacteria from size-
selective predation and thereby favor larger cells. Let me reiterate that
this scenario is only speculative, and it has not yet been tested in any
way.

The three previous hypotheses imply selection on cell size per se. A
seventh hypothesis is that the cell volume changes are merely a corre-
lated response to some other more fundamental physiological change,
despite the consistent pattern of increases in all 12 populations. (The
third hypothesis, based on the physiological relationship between
growth rate and cell size, is perhaps a specific example of this more gen-
eral hypothesis.) For example, as will be described in Section II.D, the
evolving populations have tended to become ecological specialists by
down-regulating various catabolic pathways that are unnecessary in the
experimental environment. Such changes are advantageous because
they channel cellular metabolism to more productive pathways. Graña
and Acerenza (2001) have recently produced a model of the bacterial cell
cycle that suggests this reduction in wasteful expression can explain the
observed evolution of larger cells. Their model fits nicely with several
features of this system, although some independent test of its predictions
would be desirable (for example, showing an evolutionary reduction in
cell volume in a complex environment that favored expanded physio-
logical capabilities). In any case, the model of Graña and Acerenza pro-
vides a plausible example of how changes in cell size may arise from
selection on some general aspect of cell physiology and performance.

Whatever the reason (or combination of reasons) for the evolution of
larger cells, this outcome appears to be closely connected with another
change that also seems counterintuitive. The evolved populations yield
fewer cells than the ancestor when they are grown separately under the
standard conditions of the evolution experiment (Fig. 8.3). One might
think that the evolved populations should produce more cells than the
ancestor; after all, they have become more fit. Evolved cells do generally
out-number the ancestors at the end of a competition assay, but not
when they are grown separately. This difference has nothing to do with
frequency-dependent selection or other complex interactions. It arises
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because relative fitness does not measure the difference in numbers of
organisms per se, but rather it measures the difference in the net rates
of change in those numbers. All 12 evolved populations produce fewer,
but larger, cells. The evolved cells each acquire and consume more of
the limiting glucose, at a rate that is evidently disproportionate even to
their larger volume. As a consequence, the larger evolved cells can
exclude their smaller ancestors in the scramble competition for this
limiting resource.

These two rather unexpected changes, larger cells that are fewer in
number, combine to produce another change that is more readily under-
stood. The product of average cell volume and numerical yield—that is,
total biovolume produced—increased significantly in all 12 popula-
tions (Fig. 8.3). Coupled with the fact that concentrations of the main cell
constituents remained nearly constant during the evolution experiment,
this increased biovolume implies improved efficiency in the physio-
logical conversion of the limiting glucose to biomass. Also, although the
evolved populations are quite variable in both their average cell volume
and numerical yield, these two traits vary inversely, such that total bio-
volume is almost constant (Lenski and Mongold 2000). This constancy
suggests that the evolved populations have reached some limiting effi-
ciency, but have done so by different routes.

C. Mutation Rate

Mutation is sometimes discussed as though it were an unavoidable con-
sequence of copying mistakes during DNA replication. In fact, how-
ever, most organisms have exquisite molecular machinery that can
identify and correct incipient errors, before they become mutations,
using enzymes that proofread and repair DNA (Friedberg et al. 1995).
When an organism’s repair pathway malfunctions, such as by a muta-
tion in one of the underlying genes, then its genomic mutation rate
increases, often dramatically. [As an aside, it is interesting that many
genes involved in DNA repair in bacteria have homologous genes in
humans, and mutational defects in these homologous genes have been
associated with certain cancers (Friedberg et al. 1995).]

One of the most interesting changes that has occurred in the long-term
E. coli experiment is that several populations have evolved defects in
their DNA repair (Sniegowski et al. 1997). These defects were demon-
strated as follows. First, Luria-Delbrück fluctuation tests were run to
measure the rate of spontaneous mutation at two or three genetic loci in
which mutations produce a phenotypic change that is easily scored.
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After 10,000 generations, three of the 12 populations exhibited greatly
elevated mutation rates at each locus tested, whereas the other nine
retained mutation rates similar to the ancestor, as shown in Fig. 8.4 for
one locus. Across the loci tested, the increase in mutation rate in the
“mutator” lines was about 100-fold. Second, such elevated mutation
rates generally result from a loss of function, and thus genetic comple-
mentation tests were performed. Clones that possessed the mutator phe-
notype were made mero-diploid by introducing, one at a time, plasmids
that encode functional copies of one of the genes involved in DNA
repair. These tests revealed that the three hypermutable lines had
become defective in the methyl-directed mismatch repair pathway,
although in two different loci (Sniegowski et al. 1997). These genes
were later sequenced to identify the precise mutations in the mutator
lines (Shaver et al. 2002). Finally, clones isolated from earlier time
points were tested to determine when hypermutability had evolved. In
two populations, the mutator type became numerically dominant fairly
early (around generations 2,500 and 3,000), and in the other population
somewhat later (around 8,500 generations). All three lines that became
mutators retained this phenotype through generation 20,000. A fourth
population evolved a mutator phenotype after 15,000 generations
(Cooper and Lenski 2000). The affected locus and other properties of this
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Fig. 8.4. Three of the 12 long-term E. coli populations evolved hypermutable phenotypes
by 10,000 generations. These data show mutation rates for resistance to an antibiotic,
nalidixic acid, measured in the ancestor (606 and 607) and evolved populations (A-1
through A+6). Error bars are approximate 95% confidence intervals. Notice that three
evolved populations have rates that are about 100-fold higher than the ancestor or other
evolved lines. Genetic analyses showed that these mutators had become defective in the
methyl-directed mismatch repair pathway. Source: Sniegowski et al. 1997. Reprinted
with permission of Nature.
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late mutator have not yet been as thoroughly studied as the three that
became mutators earlier.

The discovery that several populations evolved hypermutability raises
some intriguing questions about both the causes and consequences of
this phenomenon. How did the mutations that eliminated DNA repair
become common? Their spread is puzzling because most mutations are
deleterious; any mutation that increases the rate of other mutations
should tend to increase genetic load and would thus be detrimental.
Given that mutators did spread in some populations, but not in others,
how does this difference affect subsequent phenotypic and genomic
evolution? Do the mutator populations, by virtue of increased genetic
variation, reach higher fitness than those populations that retained the
ancestral mutation rate? And how does the increased mutation rate
affect the rate of molecular evolution?

Let us begin by considering the consequences of elevated mutation
rates, which will also give us some insight into understanding how the
mutations that produced the mutator phenotype spread in their popu-
lations. We can assume, to a first approximation, that the rates of neu-
tral, beneficial, and deleterious mutations are equally affected by the
increase in mutation rate caused by defective DNA repair. Because the
rate of substitution of neutral mutations depends only on the corre-
sponding mutation rate (and not on population size or background selec-
tion), then we should clearly expect the lines that became mutators to
accumulate many more neutral mutations than the other lines.

With respect to beneficial mutations, and the resulting rate of adap-
tation, the expectation is more complex. On the one hand, the waiting
time for beneficial mutations to appear will be shorter if the mutation
rate is higher. On the other hand, large populations may not spend
much time waiting for a beneficial mutation, and the time required for
a beneficial mutation to spread to fixation thus becomes important. As
noted earlier, the most highly beneficial mutations in this experiment
confer about a 10% selective advantage; such a mutation would (assum-
ing it is lucky enough to avoid extinction by drift when it is still rare)
require some 250 generations to increase from a single cell to the major-
ity type (Lenski et al. 1991). Beneficial mutations that conferred a lesser
advantage would take even longer to become the majority type. That long
period spent as a minority, coupled with the clonal nature of the popu-
lations, means there is ample opportunity for a more beneficial mutation
to occur on another background and ultimately out-compete the one that
occurred first. As a consequence of this clonal interference, the rate of
adaptation in a large asexual population shows diminishing returns
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with an increasing supply rate of beneficial mutations. This effect has
been confirmed both theoretically (Gerrish and Lenski 1998) and in a
separate experiment with bacteria in which mutation rate and popula-
tion size were manipulated (De Visser et al. 1999). These studies indi-
cate that, for the parameters most relevant to the long-term experiment,
the increase in the rate of genetic adaptation caused by a 100-fold
increase in mutation rate should be rather small. Consistent with these
expectations, the populations that became mutators evolved only
slightly higher fitness than the other populations, and even this differ-
ence is not statistically significant. The important point here is that any
acceleration in the rate of adaptation is far less than proportionate to the
increase in mutation rate. Hence, the increase in mutation rate has very
different consequences for the substitution rates of neutral and benefi-
cial mutations.

Finally, one would not expect deleterious mutations to be substituted
by pure drift in such large populations as studied here, unless a muta-
tion has a truly negligible effect. However, a slightly deleterious muta-
tion could be substituted by hitchhiking with a beneficial mutation that
occurred in the same background. But, as explained in the previous
paragraph, the mutator lines do not undergo many more beneficial sub-
stitutions than the other lines. Thus, there are not many more chances
for deleterious mutations to hitchhike to fixation in the mutator popu-
lations. More important than the substitution of deleterious mutations,
however, is the effect of hypermutability on the genetic load resulting
from deleterious mutations that have not been fixed. This load will
reduce the mean fitness of the mutator lines (a consequence) as well as
impede the substitution of mutations that cause the mutator phenotype
(a cause that will be examined below). In a haploid population, the the-
oretical genetic load caused by deleterious mutations is approximately
equal to the genomic rate of deleterious mutation, and thus should
increase proportionately with the mutation rate (Sniegowski et al. 2000).
But because the total genome-wide rate of deleterious mutations was
quite low in the ancestor, the load associated with a 100-fold increase
in mutation rate is still not very large. The genome-wide mutation rate
in repair-proficient E. coli is about 0.0025 mutations per genome per gen-
eration (Drake et al. 1998), perhaps even lower (Lenski et al. 2003). This
includes neutral mutations, and the rate of deleterious mutation esti-
mated from mutation-accumulation experiments is still lower, only
about 0.0002 per genome per generation (Kibota and Lynch 1996). Even
a 100-fold increase in this rate would produce a genetic load of only 
2%. Hence, the mutators do not suffer a huge reduction in mean fitness
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associated with an increased genetic load, nor will selection against
deleterious mutations be sufficiently strong to impede the spread of
mutator alleles that are linked to beneficial mutations of large effect.

Having examined the likely consequences of the hypermutability that
evolved in some of the long-term E. coli populations, let us return to the
question of how a mutation that produced this effect could be substi-
tuted given its increased load of deleterious mutations. First, there is no
evidence that loss of DNA repair confers any direct fitness advantage
(Chao and Cox 1983; Shaver et al. 2002). This result is based on direct
competitions between strains that differ only by a mutation in a DNA
repair gene, and the small fitness effect that is measured is consistent
with the slight increase in genetic load calculated in the preceding para-
graph. Second, the idea that hypermutability might be favored because
it increases evolvability fails in several respects. Evolution is not a goal-
directed process. Group selection may sometimes give rise to features
that appear goal-directed, but the large population size and lack of spa-
tial structure in the long-term experiment (populations were constantly
dispersed by shaking the liquid medium) provide no meaningful oppor-
tunity for group selection favoring greater evolvability to overcome even
a 2% higher load of deleterious mutations. What can explain the sub-
stitution of mutations causing defects in DNA repair?

The answer appears to rely on hitchhiking, but with an important
twist. The mutator allele is deleterious, but it can hitchhike with a ben-
eficial mutation that more than offsets its disadvantage. That statement
is true for any deleterious mutation, especially one that causes little
harm. The twist is that the mutator allele is much more likely to gener-
ate a beneficial mutation in its own background than is the wild-type
allele that encodes functional DNA repair. In essence, the mutator pro-
motes its own hitchhiking (Taddei et al. 1997).

Consider the following “back-of-the-envelope” calculations. There
are six or so genes in E. coli that encode DNA repair functions which, if
eliminated individually, would cause an increase in the mutation rate
of similar magnitude to what evolved in several of the long-term lines.
Together these genes comprise about 12,000 base-pairs that are at-risk
for mutation and perhaps one-third of them would, if mutated, disrupt
DNA repair. If the base-pair mutation rate in repair-proficient E. coli is
about 5 × 10–10 per generation, then the overall rate of mutations to pro-
duce a mutator is perhaps 2 × 10–6 per generation. In fact, one of the
genes involved in DNA repair contains a repeated motif that appears
prone to mutations (Shaver et al. 2002), and this rate may therefore be
an underestimate. Given this rate of production and a 2% fitness cost of
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being a mutator, then the equilibrium frequency of mutators in a hap-
loid population, under mutation-selection balance, should be roughly 1
× 10–4. This mutator sub-population has a 100-fold higher rate, per
capita, of generating the next beneficial mutation that eventually goes
to fixation, which would bring the mutator allele along as a hitchhiker.
Therefore, the mutator allele should have a probability of about 1% of
being substituted along with the next beneficial mutation. That may not
seem like much, but remember that each population substituted perhaps
10 or 20 beneficial mutations. Any one of these, at least among those pro-
viding a benefit much greater than 2%, would have allowed the muta-
tor sub-population a chance to generate the next winner and then
hitchhike along with it. The fact that 4 of the 12 populations became
mutators is reasonably consistent with this scenario, especially given the
uncertainties associated with exact values.

The main conclusions are paradoxical. Mutators are associated with
rapid adaptation, but not because they accelerate genetic adaptation to
any great extent in a large population. Instead, rapid adaptation, such
as occurs in a new environment, provides more opportunities for a
mutator to hitchhike with a beneficial mutation, which the mutator sub-
population may produce just a bit sooner than would otherwise occur.
Over a long time, one could imagine this process reversing itself. That
is, the populations may eventually be so well adapted to the experi-
mental regime that the cost of deleterious mutations exceeds the bene-
fit of any remaining advantageous mutation. At that point, a mutation
that restored DNA repair function would provide a selective advantage,
and there would be no beneficial mutations in other clones to interfere
with its spread. However, the advantage of this anti-mutator allele would
be proportional to the reduction in genetic load, about 2%, and hence
its spread would be fairly slow. Most other accessible beneficial muta-
tions conferring a greater advantage would have to be substituted in the
population before this process of reversal could effectively commence.
Hence, the mutators that have become substituted will probably be dif-
ficult to displace.

D. Ecological Specialization

It is clear from the fitness trajectories that the evolved E. coli lines have
substantially improved their performance in the selective environment.
But what happened to their performance in other environments as they
adapted to this particular set of conditions? Have they become highly
specialized, or do they retain their ancestral performance levels in
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other environments? If the bacteria did become more specialized, was
this a consequence of pleiotropic tradeoffs associated with the muta-
tions that adapted them to the experimental environment? Or was spe-
cialization a consequence of decay by random drift of mutations in
genes encoding physiological functions that were unimportant in the
selective environment?

The first set of experiments that we performed to address these ques-
tions used bacterial clones sampled at generation 2,000 (before any of the
populations had become hypermutable). We tested the fitness of these
clones relative to the ancestor in a series of environments that were iden-
tical in every respect to the selective environment, except that the sole
carbon and energy source, glucose, was replaced by one of 11 other sub-
strates (Travisano et al. 1995; Travisano and Lenski 1996). The evolved
lines exhibited significant correlated declines in performance on two
substrates, and significant correlated gains on five substrates. Interest-
ingly, four of the substrates that showed correlated gains were among the
five substrates that share with glucose their route of transport into the cell
through both inner and outer membranes. In addition to these differences
between substrates in average correlated response, the among-line genetic
variance component also differed between substrates. The among-line
variance was lower in glucose than in any of the other 11 substrates, indi-
cating that the direct response to selection was more parallel than the cor-
related responses. There was also a tendency for the correlated responses
to be more uniform for the substrates that used the same basic mode of
transport as glucose, with greater divergence among populations in their
responses to substrates that entered the cell by other pathways.

The second set of experiments to address this general set of issues dif-
fered in approach in several ways (Cooper and Lenski 2000). First, the
evolutionary time frame extended to 20,000 generations. Second, several
time points were examined to allow the trajectory of correlated
responses to be examined. Third, many more growth substrates were
tested using 96-well plates. Finally, to accommodate the plate format as
well as the larger number of samples and substrates, measurements
were made of growth kinetics as opposed to competitive fitness per se.
These data, summarized in Fig. 8.5, showed a significant trend toward
ecological specialization, with “catabolic breadth” (a measure of over-
all performance on 64 informative substrates other than glucose) declin-
ing by 42%, on average, after 20,000 generations. Almost all of the
performance losses were quantitative, not qualitative (absolute), with
one conspicuous exception: all 12 lines completely lost the ability to
grow on D-ribose, as will be discussed in the next section.

252 R. LENSKI

4112 P-08  10/30/03  9:09 AM  Page 252



In principle, two distinct population-genetic processes could account
for the trend toward specialization: antagonistic pleiotropy (AP) and
mutation accumulation (MA). According to AP, the losses of perfor-
mance on other resources result from tradeoffs, in which the same muta-
tions that are beneficial in the glucose environment have detrimental
effects in other environments. According to MA, the correlated losses of
adaptation to the other environments were caused by mutations that
drifted (or hitchhiked) to fixation but did not themselves contribute to
adaptation to glucose.

Several lines of evidence indicate that AP was more important than
MA for specialization that evolved in the long-term experiment (Cooper
and Lenski 2000). First, the decay in catabolic breadth was faster early
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Fig. 8.5. Ecological specialization of the evolving populations indicated by declining
catabolic breadth. The populations evolved in a minimal medium that contained glucose
as the sole source of carbon and energy. Total catabolic function is a weighted average per-
formance on 64 other substrates, standardized to an ancestral value of 1 and shown on a
ln-transformed scale. Each point indicates one of the 12 populations. Closed circles rep-
resent populations that retained the ancestral mutation rate; open circles became muta-
tors between 2,000 and 10,000 generations; and the open triangle became a mutator
between 10,000 and 20,000 generations. The solid line indicates the mean of the non-
mutator populations; the dashed line is the mean of the mutator populations excluding
the one that evolved latest. Notice that the rate of decline decelerates in parallel to the rate
of fitness gain (Fig. 8.1). Note also that the decline in total catabolic function is slightly
faster in the populations that became mutators, but not nearly to the 100-fold extent that
their mutation rates increased (Fig. 8.4). Source: Cooper and Lenski 2000. Reprinted with
permission of Nature.
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in the experiment than late. This trajectory mirrors genetic adaptation,
which was also more pronounced early than late, and hence supports
AP. Second, the decay of catabolic breadth was not significantly greater
in those lines that became hypermutable than in those that did not. The
100-fold higher mutation rate in the mutator lines should have led to a
corresponding increase in MA and associated specialization by drift
decay. The fact that specialization was not dramatically more pro-
nounced in these mutator lines implies that the contribution of MA is
secondary to that of AP. Third, much of the observed decay in catabolic
breadth was concentrated in a subset of functions, a pattern more con-
sistent with AP than with MA. Fourth, a separate study was performed
by another group of losses of catabolic function in E. coli populations
that were all mutators and, moreover, were subjected to severe bottle-
necks (Funchain et al. 2000). Such bottlenecks promote MA by magni-
fying drift, which prevents the elimination of deleterious mutations and
precludes the genetic adaptation that underlies AP. This other study
observed no deceleration in the decay rate of catabolic breadth, nor was
there much concentration of losses in a subset of catabolic functions.
These differences in the trajectory and the pattern of specialization sup-
port the importance of AP in our long-term selection experiment. Fifth,
as described in the next section, at least some of the mutations that con-
tributed to glucose adaptation contributed to the decay of catabolic
breadth, providing a direct demonstration of AP.

In summary, the extensive and largely parallel fitness gains in the glu-
cose environment were accompanied by correlated changes in perfor-
mance in other resource environments. These correlated responses were
more divergent across the replicate lines than was the directly selected
performance on glucose, and overall catabolic breadth tended to decline.
The decay of catabolic breadth, and the resulting ecological specialization,
are more consistent with the effects of antagonistic pleiotropy than with
drift decay by mutation accumulation.

E. Ribose Catabolic Function

While performing the analyses of catabolic breadth, we discovered that
all 12 populations had lost the ability to grow on D-ribose as a sole car-
bon source (Cooper and Lenski 2000). When we examined frozen sam-
ples to document the time course of these losses, we saw that the lines
had invariably lost their ability to use ribose very quickly: seven in the
first 500 generations, and all 12 of them by generation 2,000 (Cooper et
al. 2001). Finding these rapid and parallel changes immediately sug-
gested that the loss of the ribose catabolic function was highly advanta-
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geous in the glucose environment. We therefore set out to discover the
genetic bases of these mutations, and to measure their fitness effects
independent of other genetic changes that occurred during the evolution
experiment.

Early in this work, we made another discovery that surprised us:
mutations that cause the loss of the ribose utilization function occur at
a surprisingly high rate, about 5 × 10–5 per cell generation based on
Luria-Delbrück fluctuation tests, even in a strain with functional DNA
repair (Cooper et al. 2001). This rate is more than an order of magnitude
higher than what one would expect for point mutations for the entire rbs
operon. Molecular genetic analyses revealed that the losses of the ribose
catabolic function in the evolved lines involved deletions of part or all
of the rbs operon, as illustrated in Fig. 8.6. One endpoint of the deletion
differed in every case, but the other deletion endpoint was precisely the
same in all cases, and coincided exactly with the edge of a mobile ele-
ment, called IS150, that happened to be immediately adjacent to the rbs
operon in our ancestral E. coli strain. Evidently, this element was respon-
sible for the genetic instability of the ribose catabolic function.

This localized hypermutability led us to question our initial assump-
tion that such striking parallelism was caused by strong selection. Per-
haps instead the parallel losses merely reflected the genetic instability
of the rbs operon. To examine this issue further, we isolated several rbs-
deletion mutations on the ancestral background, and we also engineered
a deletion genotype not involving the nearby IS150 element. When each
of these Rbs– genotypes was put in competition with the otherwise iden-
tical Rbs+ ancestor, in the same glucose medium as used in the long-term
experiment, the Rbs– competitor had a fitness advantage of about 1–2%
(Cooper et al. 2001). Thus, positive selection for loss of the ribose cata-
bolic function and its genetic instability both contributed to the rapid
and parallel losses. A mathematical analysis of the temporal spread of
the Rbs– genotypes, using the measured mutation rate and selection
coefficient, showed that neither the hypermutability of that locus nor a
2% selective advantage alone was sufficient to account for the substi-
tution of the Rbs– mutants in only 2,000 generations. However, the two
processes combined could explain the rapid evolutionary loss of the
ribose-catabolic function.

F. More and More Genetics

The preceding section gave a concrete example of the type of research
that we are most actively pursuing with the long-term E. coli popula-
tions. We seek not only to find mutations that were substituted in these
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populations, but we also want to understand how particular mutations
spread and what other traits they influence. To do so, we must recon-
struct genotypes that differ only by the mutation at hand, in order to iso-
late its effects from other mutations that were also substituted in the
same evolving line. Are most of the mutations that were substituted neu-
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Fig. 8.6. Deletions in the evolving populations of the rbs operon led to parallel losses of
their ability to grow on D-ribose. A. Map of the rbs operon shows an IS150 element located
upstream of the first gene in the ancestral strain. The boxes denote genes, and arrows
within them show the direction of transcription. B. Physical extent of deletion mutations
in 11 of the populations. All of the deletions have the IS150 element as their left endpoint,
but they have different right endpoints. Source: Cooper et al. 2001. Reprinted with per-
mission of American Society for Microbiology.
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tral or beneficial? Are beneficial mutations found in the same genes and
pathways in many or all of the lines, or did each population discover a
unique way of adapting to the selective environment? Can we integrate
existing knowledge of the genetics and physiology of E. coli with the var-
ious findings of our long-term evolution experiment? Our work on these
fronts is well underway, and we have many interesting results, but some
are not yet published. Hence, in this section, I will sometimes speak in
general terms about the approaches that we are using to discover muta-
tions. I hope that readers who are interested enough to have read thus
far into my review will also be interested in following our genetic dis-
coveries and analyses of mutational effects as they are published over
the coming years.

1. IS-Mediated Mutations. Insertion sequences, or IS elements, are
mobile elements present in most bacterial genomes. IS elements encode
functions that promote their own transposition, and hence they are
mutagenic. Through recombination between homologous elements, IS
elements also promote rearrangements, including deletions and inver-
sions. The mutations caused by IS elements can be discovered much
more readily than point mutations, because IS mutations cause discernible
changes in the size of restriction fragments and because knowledge of
their sequence allows one to make probes and primers for finding their
genomic locations.

Two of the lines were chosen as focal material for investigating IS-
mediated mutations. Many clones from several time-points through gen-
eration 10,000 were used as study material, and numerous IS-mediated
mutations were indeed discovered (Papadopoulos et al. 1999), as shown
in Fig. 8.7. The resulting genetic diversity was impressive: in one popu-
lation all 11 clones tested at generation 10,000 had distinct genotypes
based on IS elements, while in the other line testing of 13 clones revealed
10 different genotypes. Given all this variation, we chose to focus on those
IS-mediated mutations that were substituted in one of these two popu-
lations in this period, reasoning that such mutations were more likely to
be beneficial and hence of greater interest. In addition to the IS-mediated
rbs deletions discussed in Section II.E, nine other IS substitutions were
genetically characterized in the two focal populations (Schneider et al.
2000). These included six new insertions, two large inversions, and a
deletion. The new insertions are of particular interest because they
involve interesting genes, and because such mutations are easier to work
with than inversions or deletions. We are presently performing studies
in which we construct genotypes that are identical except for a mutation
in the affected gene, in order to measure the mutation’s effects on fitness
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Fig. 8.7. Evolving DNA “fingerprints” in two of the populations, obtained using IS elements
as probes. A and B show phylogenies constructed for two populations through 10,000 gen-
erations. The boxes represent the ancestral clone and clones sampled in later generations
that were indistinguishable from the ancestor by this approach. Each number indicates a
clone, with the first part showing generation number and the second an arbitrary designa-
tion for clones sampled in the same generation. Arrows indicate some of the IS-mediated
mutations that were substituted in the population. Source: Papadopoulos et al. 1999.
Cooyright 1999 National Academy of Sciences, U.S.A.
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and other traits. If a particular IS-mediated mutation proves to be bene-
ficial, then the affected gene becomes an interesting candidate for study
in the other 11 lines to determine, for example, whether they also sub-
stituted similar mutations.

2. Transposon Tagging. Another approach to finding beneficial mutations
analyzes the linkage between fitness-enhancing mutations and genetic
markers. These markers must be deliberately introduced into the bacter-
ial chromosome for this purpose, owing to the initial homogeneity of the
material. This approach is elegant, but also laborious. Mark Stanek and I
(ms. in prep.) used this approach to find a beneficial mutation as follows.
Starting with a clone from one population at generation 10,000, we pro-
duced a library of more than 1,000 marked clones. Each clone carried a
transposon that randomly inserted at a different genomic location, and that
encodes a marker that can be readily selected. A viral transduction sys-
tem was then used to move bits of DNA from the pooled library into the
ancestral genotype, and selection was applied to the marker (to eliminate
non-recombinants and other uninformative genotypes). We then had a
pool of recombinant genotypes that carried bits of the evolved clone’s
genome, including the marker, in the ancestral background.

The challenge was to find an interesting “needle in a haystack,” which
we did as follows. First, we propagated the recombinant pool for about
40 generations, too little to allow much evolution de novo, but enough
to enrich slightly those recombinants that acquired a beneficial mutation
from the evolved clone. Second, we used the fact that cell size and fit-
ness were strongly correlated during evolution, and the much greater
ease of screening cell size than fitness, to isolate promising recombinant
clones for further study. Third, after finding a recombinant clone that
produced much larger cells than the ancestor, the two were placed in
competition to confirm that the recombinant was indeed more fit.
Fourth, having in hand a recombinant clone containing a beneficial
mutation and a nearby marker, we more precisely quantified the link-
age between the two by co-transduction. An analysis of these data indi-
cated that the beneficial mutation of interest was approximately 3,000
base-pairs from the transposon that carried the marker. Fifth, we
sequenced about 5,000 base-pairs in each direction from the transposon,
and we found one and only one difference between the ancestral and
recombinant clones. This mutation is therefore responsible for the dif-
ferences in both fitness and cell size between these clones. Finally, we
went back into the stored samples to determine the trajectory of that
allele in the population in which it arose, and whether the same or sim-
ilar mutations were substituted in other lines.

8. A 20,000-GENERATION EXPERIMENT WITH E. COLI 259

4112 P-08  10/30/03  9:09 AM  Page 259



3. Expression Arrays. Section II.D described how we used 96-well plates
to screen changes in many catabolic functions, which led us to identify
deletion mutations in the rbs operon described in Section II.E. Another
data-intensive approach we have recently pursued uses DNA arrays,
which allow one to measure simultaneously the changes in expression
for almost all the genes in the E. coli genome (Cooper et al. 2003). In brief,
one harvests the mRNA from a cell, makes the corresponding cDNA that
is radio-labeled, and hybridizes that cDNA to a membrane-bound array
of all 4,290 of the organism’s open-reading frames. We then compared the
patterns of gene expression of the ancestor and evolved lines when they
had been separately grown under identical conditions. To minimize the
vexing statistical problem of avoiding false positives in such large data
sets (with >4,000 genes and a 0.05 significance level, one could easily
get >200 false positives), we have so far focused our attention on changes
in gene expression that occurred in two independently evolved lines,
which again serve as focal material, over 20,000 generations.

The overall gene-expression profiles of both the evolved lines were
significantly more divergent from the ancestor than were controls, in
which the genetically marked variants of the ancestor were compared to
one another. The two independently evolved lines were also more diver-
gent from one another than were the ancestral controls. If the two
evolved lines had changed their patterns of gene expression in com-
pletely different ways, we would have expected them to be about twice
as divergent from one another as they were on average from the ances-
tor. In fact, however, they were less divergent from one another than
either was from the ancestor. This finding indicates strong (though not
complete) parallel evolution of gene expression profiles.

We then identified 59 genes whose individual expression levels had
changed significantly in both independently evolved lines. Remarkably,
all 59 changed in the same direction in both lines (both lines with
increased expression, or both with decreased expression), even though
this concordance was not part of the statistical test used to find these 59
genes. At this point, it is very important to emphasize that these expres-
sion data are phenotypic data; they are not genetic data, despite the
nucleic-acid based methods employed. For example, a single mutation
in some regulatory gene could cause tens or more of coordinated changes
in expression of other genes. By using the abundant knowledge of meta-
bolic and regulatory pathways in E. coli, we inspected the parallel pat-
terns of changes in gene expression in order to identify some candidate
genes for sequencing and, if mutations were found, manipulation.

To make a long and complex story short and simple, we identified a
mutation in one of the two focal lines in a gene called spoT (Cooper et
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al. 2003). The encoded SpoT protein is a bi-functional protein that can
add and remove a phosphate moiety from a molecule called ppGpp, an
important effector whose intracellular concentration has cascading
effects on gene expression. We then moved the spoT mutation we had
discovered into the ancestral genetic background and showed that it con-
ferred a competitive fitness advantage of almost 10%. Moreover, mov-
ing the evolved spoT allele into the ancestor produced many of the
same changes in gene expression that we had used to discover that
mutation. Interestingly, there was no spoT mutation in the other focal
line, and some other (presently unknown) mutation evidently has sim-
ilar effects on gene expression. Moreover, this unknown mutation evi-
dently has similar effects on fitness because moving the evolved spoT
mutation from one line to the other conferred no fitness advantage.
However, sequencing revealed non-synonymous substitutions in spoT
in seven of the other ten independently evolved populations. As we will
see in the next section, finding mutations in the same gene in 8 of 12
lines is quite unlike what is seen in most of the genome, providing fur-
ther evidence for the adaptive significance of these substitutions.

4. Random Sequencing. IS-mediated mutations can be found by screen-
ing the entire genomes of ancestral and evolved clones, because these
mutations produce large changes in the size of restriction fragments
that can be readily detected. By contrast, it is much more difficult to
detect point mutations or other small mutations. Of course, it is possi-
ble now to sequence an entire bacterial genome, but at present the costs
are too great to do this for all the populations, clones within populations,
and sample time points that would interest us. Therefore, as a first step
in this direction, we sequenced 36 randomly chosen gene regions in 50
clones, including the two variants of the ancestor and two clones from
two time points for all 12 populations (Lenski et al. 2003). We found a
total of only 10 mutations in these randomly chosen regions; all were
found in populations that became mutators and, moreover, all had
sequence signatures that were typical of mutator genotypes. Based on the
subset of these mutations that were synonymous (hence presumably
neutral) and had been substituted in their populations, and using inde-
pendent data on the relative mutation rates of the mutator and repair-
proficient states, we estimated the ancestral mutation rate as about 1.4
× 10–10 per base-pair per generation. This value is somewhat lower than
a widely cited estimate based on genetic experiments (Drake et al. 1998),
but it is higher than another estimate calculated from inter-specific
sequence comparisons (Ochman et al. 1999).
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These data from randomly chosen genes also provide a useful control
for understanding how much background variation to expect in candi-
date genes where we have some phenotypic basis for sequencing them,
such as the spoT candidate deduced from studying expression arrays.
In none of the 36 randomly chosen genes did we find mutations in even
two of the 12 evolved lines (Lenski et al. 2003), whereas eight of these
lines had non-synonymous substitutions in spoT (Cooper et al. 2003).

In addition to sequencing random genes, Christine Borland and I are
currently exploring methods that might allow more rapid discovery of
single-nucleotide polymorphisms, or SNPs. Such methods are based on
hybridizing fragments of genomic DNA derived from two different
clones, followed by molecular methods to detect mismatches between
the fragments. Perhaps in a few years we will also pursue complete
genome sequences for our ancestral strain and several evolved clones.

III. CONCLUSIONS

For over a decade, my group has maintained 12 populations of the 
bacterium Escherichia coli, founded from the same ancestor, in a sim-
ple defined laboratory environment in which glucose provides the sole
source of carbon and energy. The evolving populations have undergone
more than 20,000 generations of binary fission. Each population had a
billion or so mutations appear, although only a tiny fraction were actu-
ally substituted in the population.

Extensive phenotypic evolution has occurred, including substantial
gains in competitive fitness. After 20,000 generations, the evolved bac-
teria on average grow about 70% faster than the ancestor when they com-
pete in the same environment. Average cell size also dramatically
increased in the evolving populations. The evolved bacteria have tended
to become glucose specialists, with mostly subtle reductions in many
other catabolic functions. This specialization reflects pleiotropic trade-
offs of mutations that are beneficial in glucose medium, much more than
it does drift accumulation of neutral mutations in unused genes. Several
populations evolved defects in DNA repair and became hypermutable
as a consequence, but the mutator lines do not exhibit proportionately
greater adaptation or specialization.

The rate of phenotypic evolution has decelerated over time. Deceler-
ation in the rate of adaptation reflects each population’s approach to an
adaptive peak or plateau, not an inability to measure further adaptation
owing to non-transitive competitive interactions. Evolution was often
parallel across the replicate populations, not only for fitness in the selec-

262 R. LENSKI

4112 P-08  10/30/03  9:09 AM  Page 262



tive environment but also for cell morphology and underlying physiol-
ogy as reflected by performance on other substrates and patterns of gene
expression. On the one hand, such parallelism is surprising given that
the populations relied entirely on new mutations for genetic adaptation.
On the other hand, the large population size and large number of gen-
erations ensured that almost any one-step mutation was accessible in
every population.

We are now in the midst of finding mutations that have been substi-
tuted in these evolving populations. Several different approaches are
being used, including sequencing both candidate and random genes.
Once a mutation of interest is found, the gene must be manipulated, such
as by moving the mutation onto an otherwise isogenic background, to
test its effects on fitness and other traits of interest. For example, in the
course of screening catabolic breadth, we found that all 12 populations
had lost their ability to grow on ribose. Molecular genetic analysis found
similar, although not identical, deletions of the rbs operon associated
with an adjacent mobile genetic element. Both spontaneous and engi-
neered mutations that eliminated this operon were produced in the
ancestral background, and these mutations were shown to confer a selec-
tive advantage in the environment used in the long-term experiment.
Similarly, evolved changes in gene-expression profiles led to the dis-
covery of point mutations in the spoT gene in 8 of the 12 populations.
By precisely moving an evolved spoT allele into the ancestral genome,
we showed that this mutation provided a significant competitive advan-
tage in the environment of the long-term evolution experiment.
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